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Abstract

We study how group composition in a training program for Chilean low-skilled adult
women may impact its effectiveness. Within an existing training program, we experimen-
tally separate the target population into groups and test whether offering the program to
homogenous groups is more efficient than implementing the program with highly hetero-
geneous participants. We find the program in its current version had significant impacts on
self-perceived benefits but not on objective measures of labor market performance on average.
Stronger impacts were observed for non-heads of households, rural participants and for those
in the region where the program was best implemented. We find no evidence that “tracking”
improves outcomes and there seems to be benefits from having more diverse peers. Similarly,
we find that the marginal individual who is placed in the group with better peers benefits but
only when she has a much lower score than her higher-ranking peers.
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1 Introduction

Training programs are one of the most commonly used strategies to overcome the lack of
human capital in relatively unskilled workers, including women, both in developed and devel-
oping countries. Unfortunately, research has generally shown that these types of programs have
very little -if any- impact in terms of improving employment, job quality or earnings (Heckman
et al. 1999; Kluve, 2010; Abramovsky et al., 2011).1 One potential reason for this result is that
training programs traditionally pool participants with different profiles and backgrounds. This
paper estimates the impact of a training program for poor women in Chile and tests whether the
peer composition of the student groups that receive the training, groups whose composition was
altered by our experimental design, can significantly change the impact of the program.

We perform our field experiment in the context of a developing upper-middle-income coun-
try, Chile, where raising the labor supply of the participants has been a high priority policy. Chile
has the second lowest female labor market participation rate among OECD countries, only ahead
of Turkey, and is by far the country with the highest gender labor market participation gap in
Latin America (Contreras et al., 2008). In the last quarter of 2011, the unemployment rate was
40% (2.6 percentage points) higher for women than for men, and labor force participation also
shows a large gender gap. Unemployment and inactivity are highly concentrated in low-income
sectors of the population, a group that traditionally has access only to informal or temporary
employment. While 58.7% of women in the richest quintile of the population participate in the
labor market, only 25.5% do so in the poorest quintile. Furthermore, since over 40% of heads of
households in the poorest population are women, while 30% are women among the non-poor,
enhancing female labor participation in the low-income segments of the population becomes a
necessary policy for reducing gender inequality and vulnerability of families where a woman is
the main earner. The closing of both the participation and job quality gap for vulnerable women
has been argued to be one of the main challenges to public policy in Chile (OECD, 2009).

In many other areas, research has shown that focalization matters. In microfinance programs,
some have argued that the most effective programs cannot target the “poorest of the poor” (Mur-
doch, 1999; Rabbani et al., 2006). Banerjee et al. (2007) evaluate the target efficiency of various
assistance programs in India, and find that the methods used generally fail to identify eligible
households. They also evaluate a new methodology to identify the poorest households eligible to
participate in a program designed to assist the “poorest of the poor” and show that targeting and
focusing the program on the most-needed population has positive effects on consumption levels.
The evidence in this area suggests that efficient targeting of policies can improve their impact
and effectiveness. One also can argue that a program can benefit from a diverse population, but
in order to improve its efficiency, different subgroups should be treated separately. Duflo et al.

1See also Dar and Tzannatos, 1999; Martin and Grubb, 2001 or Betcherman et al., 2004.
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(2011) evaluate the impact of tracking (i.e. segregate students according to their performance)
in Kenya’s elementary schools and find that all subgroups improved their learning experience,
even initially low-achievers, when grouped with more similar peers.

In this paper we propose a methodology, similar to the one used in the education literature
(Duflo et al. 2011), to test both the impact of focalization and the existence of peer effects in
a training program. In order to do so, we run an experiment in a nation-wide training pro-
gram run by the Chilean National Women’s Service (hereafter SERNAM). This program, called
Female Worker and Head-of-Household, (Mujer Trabajadora y Jefa de Hogar in Spanish, hereafter
MTJH) works in several municipalities throughout Chile and currently serves approximately
30,000 women nationwide. MTJH serves a very diverse population, and as such, one of the main
concerns of the program authorities was that their services were not properly targeted. They
suspected the program could be more effective were they to focus the intervention on women
truly interested in seeking employment.

Our methodology has two main steps. First, the program authority needs to define the criteria
they want to use to improve their program focalization. In this case, SERNAM chose to explore
the option of focusing the program on women with high attachment to the labor market. Attach-
ment to the labor market is measured using an estimated propensity to work index. Second, the
pool of participants, randomly chosen among the applicants, was also randomly divided into two
different groups. In one group (mixed group), the program was administered in the same way
as before. The second group was divided in two groups based on the propensity to work index:
a high and a low attachment group. All the participants received the services provided by the
program. Thus, the design allows us to investigate whether serving only the target population
may be more effective than continuing to serve the entire pool of participants. Note that since
the design is based on a random allocation across groups, the results are robust to all problems
potentially linked to self-selection in the program. Furthermore, since in our setting the selection
criterion is continuous, we can also measure what is the impact on the marginal participant who
is assigned to the top or low group through a regression discontinuity framework.

Note also that, as opposed to Duflo et al (2011), teachers were not informed of what type of
classrooms they were facing. Thus, our estimate of peer effects is potentially less dependent on
how teachers respond to class composition (although teachers could naturally guess which type
of students their group included) and more focus on the actual interactions between participants.

In addition to the information that this scheme offers for improving program service delivery,
and potentially program targeting, this setting also allows us to explore peer effects within the
program. Peer effects are notoriously difficult to estimate (see Manski, 1993 for a description of
these problems) but our experiment creates credible exogenous variation in the characteristics
of one’s classmates, as in Duflo and Saez (2003) and Sacerdote (2001). Some evidence of peer
effects in the context of entrepreneurship and executives’ choice of firm financial policies has
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been shown for MBA and business school students, using their random assignment into sections
at the beginning of graduate school (see Shue, 2013, and Lerner and Malmendier, 2013). We
contribute to this literature by considering peer effects in a new context that has been studied
separately in other settings: labor market and entrepreneurship training for poor adult women
in a developing economy.

We can compare labor and satisfaction outcomes of women who were assigned to high and
low classes vs. women in mixed groups. Since the program effectiveness in itself was also
something that was of interest to the organization and the academic researchers, and the program
was oversubscribed, we also randomly selected the initial pool of participants, allowing for a
comparison between women who receive the service (in the mixed group or segregated group
format) and women who do not receive it.

We conducted this experiment in the first semester of 2011 in three central regions of Chile,
using a pool of almost 10,000 female applicants.2 We divided about 6,000 women who received
the program into around 4,000 who received the treatment in a tracking (homogenous) group and
2,000 who received it in a mixed group. We collected data at the time when the applicants applied
to the program, when the participants completed the class and two years after the program
started via a phone interview.

Our results suggest that the training program only significantly improved subjective measures
of well-being without significantly impacting measures of labor supply, types of employment and
wages. This effect is strong for women who are not the head of the household, those living in ru-
ral communities and those in the region where the program was best implemented. Furthermore
and contrary to the organization’s hypothesis, we find no evidence that “tracking” may improve
the outcomes of the participants and some evidence that being in a more diversified group pro-
vides additional benefits. As further evidence that diversity may be helpful, the marginal woman
who is just assigned to the “high” group benefits from this assignment but only when she has a
much lower score than the group she is assigned to, which also means that the group she is part
of is more diverse. We also provide suggestive evidence that the monitors made few adjustments
to adapt the content of the classes to the class composition, even if the participants themselves
were able to recognize which group they were part of. This would indicate that the potential
benefits of tracking that were anticipated may have little to do with the interaction with more
similar peers and more to do with the adjustment of the teaching methods to a given group.

2Chile is divided into 15 regions, and although the program is implemented in all of them, we focus on the capital
region and the regions that border it.
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2 Background and experimental design

2.1 Background

The MTJH program is a comprehensive program providing women with basic skills for job
search and/or self-employment and was created in 2007 as a way to improve employability
and employment conditions. The program aims at increasing the participants’ employment rate
and the quality of the jobs they can obtain. The MTJH program is a large-scale program that
operates in a large number of municipalities throughout Chile and serves approximately 30,000
women nationwide each year. The program’s beneficiaries are women belonging to the first three
quintiles of the income distribution, who are not currently fully employed, are between 18 and
65 years old, and are either heads of households or are willing to work. For example, in its 2012
version the program had 30,689 beneficiaries. 73% of these women were heads of households,
and 45% and 38% of them belonged to the first and second quintile, respectively. One third of
the beneficiaries never attended high school, while 20% were high school dropouts. Almost 25%
of the participants were unemployed and 38% were salaried workers.

The program has two main components.3 The first, and the only that is offered to all the
women who participate, consists of a multi-session training course aimed at readying women
for the job search process or for starting their own micro business. In this class, they receive
knowledge on how to prepare a résumé, a brief introduction to labor regulations and procedures
for starting up and running a business, including registration, and training on how to search for
and maintain a job position and learn on-the-job. All this is performed in 12 sessions with classes
composed of 8-20 women from a single municipality. The second component of the program
consists of skills-upgrading formation sessions that differ from locality to locality depending on
the demands of the participants and the needs of the local labor market. The first component
is common to all participants and is a prerequisite for further activities within the program.
The program is heavily oversubscribed in almost all municipalities. All its printed materials are
standardized and centrally distributed to the instructors.

We are aware of only one impact evaluation study for this program, and it did not study the
potential effects of targeting or the existence of peer effects among heterogeneous students. This
earlier evaluation showed that the program only had significant impacts on soft labor market
variables, such as attitude towards employment, participation in social activities and propensity
to engage in more training or formal education, without any evidence of significant effects on
employment outcomes. The report did suggest that the program was not well targeted to the
population of interest and recommended SERNAM to reassess their focalization protocols. As a
result, SERNAM became interested in methodologies that would allow it to target the delivery
of the program while at the same time maintain its coverage and minimize the impact of the

3The program also offers preferential access to dental, health and child care services.
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training services.

2.2 Experimental Design

Given the motivation described in the previous section, one of the main challenges of this
paper was creating an experimental design that would allow us to simultaneously explore the
impact of the program as it is and to explore how it could be improved by altering the target
population of the organization. The final strategy was implemented in January 2011 with the
collaboration of SERNAM.

First, we used the fact that the program was oversubscribed and randomly assigned the
limited spots to the numerous program applicants. The women who were not randomly selected
through this process became the counterfactual measure of what happened to a woman who did
not receive access to the program. Because the women who were receiving the program were, on
average, identical to the women who were not, the simple comparison of their mean outcomes
generates a valid estimate of the impact of the treatment on an average applicant.

In addition, each woman selected for the program was randomly assigned to one of two
different groups (homogenous and heterogeneous classes) in proportion 2/3 and 1/3 in order to
maintain the same average class size. The second treatment was the usual delivery method of
the classes, where women are not assigned to a given set of classmates. In the case of the first
treatment, all the women in the group were divided according to a “labor participation index,”
placing all women above the median in one class and those below the median in a separate one.
This index was constructed using a Chilean labor force survey (Encuesta Casen 2003), selecting
a population of women similar in characteristics to the target population of the organization and
estimating their propensity to be employed at the time of the survey, using their educational
background, age, family composition and health as explanatory variables. Using the baseline
characteristics of the applicants, the predicted probability was obtained for each woman. This is
what we refer to as the “labor participation index.” The randomization is portrayed in figure 1.

This evaluation was conducted in three regions of Chile to minimize the transportation and
coordination costs with the supervisors of the implementing agency.4 At the same time, these
three regions are contiguous and have a mix of urban and rural population, while also including
the capital city, which usually is a major point of micro entrepreneurial activity. Furthermore,
there are also similarities in the activities the female micro entrepreneurs perform on these three
regions.5 All localities that had at least 60 available spots for new participants in January 2011

4All supervisors work at the regional level, thus choosing three regions close regions minimized the administrative
hurdles and costs.

5Regions located further north and south have different productive activities and cities and towns are also more iso-
lated in general. The geographical dispersion meant that it would have been significantly more difficult to randomize
within a municipality, something we considered to be extremely important for the experimental design.
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Figure 1: Randomizing strategy: an example. Each circle represents a participant in the program.
The numbers inside the circles indicate the “labor participation index,” expressed as percentage,
for that specific participant.
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were selected, in order to avoid any sense of favoritism from the central authorities and to ensure
that the localities had a sufficiently large number of vacancies to offer three different classes, as
required by our empirical design. All women who received treatment in these localities were
selected in our sampling because the randomization was done at the individual level. The size
of the control group was driven by the amount of excess demand for the program, which varied
across localities. In order to achieve sufficient statistical power, we conducted simulation exercises
before we started the experiment, which suggested that we would need about 1,570 women per
group for a minimum detectable effect size of 0.1 standard deviations, assuming a power of 80%
and an intra-group correlation of 0.05.

Because of the limits imposed by the program, we stratified the randomization by if the
woman was a head of household and by locality. This was done so that in localities where the
fraction of applicants that were heads of households was higher than the objective fraction of
the program (70%), that fraction was maintained in our selected sample. In localities where
the fraction of the applicants was lower than 70%, we simply randomized the allocation of the
treatment to all applicants. This is only relevant when we compare receiving the program or
not, and not when we compare the different treatments, since these alternatives were randomly
allocated stratifying only by locality.

Spillover effects between the treatment and the control groups in this context are likely to
be limited. First, the population of women receiving the treatment was not large enough to
influence local labor markets in a substantial way. Second, many women in the control group
could have obtained employment assistance through other channels. However, this is part of
what the reality would be without the existence of this particular governmental program and
thus we wanted to make sure that we were capturing this. During the pilot phase, we instructed
the staff in the local agencies not to specifically target the “control” group with another program
but to offer them the range of assistance they would normally offer any woman coming through
their door asking for help.

Spillover effects between the two treatment groups could occur, as the composition of one
group may affect the attitude of the staff towards a particular group. To alleviate these concerns
as much as possible, we implemented the following rules. First, local authorities managing
the program were given three listings but were not told which of these lists corresponded to
which type of group (heterogeneous, homogeneous high index and homogenous low index). The
listings only included a number and this number was randomly allocated to different groups in
each locality. This was done so that the teachers of the program did not change their attitudes or
focus more on one particular group. On the other hand, this allowed for the class dynamic, the
interaction with the instructor and the organization of the group to be potentially influenced by
its composition, which is what we hoped to capture. Secondly, local authorities were allowed to
form multiple classes if they wished to do so but they had to form the same number of classes
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within their three lists. This rule was implemented because of the concern that in some cases the
homogenous groups could have more compatible schedules and thus generating a class schedule
for these women would be easier than for the heterogeneous group. This would mean that
our randomization would change two characteristics of the treatment at the same time: class
composition and class size. This rule ensured that the class size would be, on average, the same
among the three groups, avoiding confusion in the interpretation of the results.

3 Data and Estimation Strategy

3.1 Data

We relied as much as possible on existing surveys and data collection processes in place in the
organization. The baseline survey was constructed based on the survey that all applicants must
complete in order to secure a spot within the program’s “lottery.” This ensured that women who
were involved in the experiment had an experience as similar as possible to the ones who were
not involved (or to women who would apply in subsequent years). Similarly, we relied directly
on the information generated by SERNAM’s workers in many instances, including measures of
program attendance, auto-evaluation of the class (to which we added a few questions), drop-
out questionnaire if they decided not to continue with the program, etc. One benefit of using
these existing instruments was that we reduced the sense that investigators were observing the
program participants and the program employees.

Our data collection process, then, consisted of three key instances throughout the program.
First, at the time of the application round, each woman filled out a questionnaire. This question-
naire was required by SERNAM to ensure that each applicant qualified for the program based
on her income, family structure, etc. The information collected through this questionnaire was
also used to build the “labor participation index” of each applicant. The application form in-
cluded many variables such as age, education, family structure, income, work experience and
disabilities. The summary statistics for these data are presented in Table 1. One can notice that
most of the beneficiaries come from the first income quintile, have secondary education and are
on average 40 years old. 60 percent are heads of households and about 60 percent were work-
ing when registering, which matches their average estimated propensity to work at 60 percent.
Most women are classified by the government as very poor based on their vulnerability score,
called (“ficha de protección social”) where the average score in our sample is about 5,000 points.
A score of 8,500 points corresponds to the poorest 20% of individuals while a score of 11,734
corresponds to the 40th percentile.

Second, once the training seminars were finished, a number of indicators were collected from
SERNAM’s existing data collection process. These included the attendance of all participants
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at the sessions, a dropout questionnaire for women who left the program during the training
sessions and an evaluation questionnaire filled out by all the participants. From these measures,
we obtained indicators regarding an individual woman’s attendance in the classes, the reasons
she decided to abandon the program and quantitative and qualitative measures regarding her
experience in the class. Finally, 24 months after the beginning of the training sessions, a follow-
up telephone survey was administered to both the treated and control subjects. In this survey
we collected information on labor outcomes and income, in addition to questions regarding
household demographic information. Summary statistics for the data collected in both surveys
are available in Tables 2A and 2B. One can see that two years later, the applicants had a high
probability of having worked in the last year (more than 80%) but a lower propensity of having
worked in the last month (68%). Most appeared to have improved their personal situation but
only half reported having a better work situation than two years before.

The original sample of treated women has 6,348 women, evenly divided among our three
treatment groups. The control group has 3,476 women. Table A-1 presents some summary
statistics of our sample by the different treatment groups. Given the random assignment, tracking
and non-tracking groups have very similar characteristics, although a few characteristics are
statistically significant between the two groups. We control for all pre-treatment characteristics
in the regressions. As should be expected, the high tracking group has women who are on
average younger and more educated, less likely to have a disability, without a partner present,
more likely to be employed, and more likely to be salaried workers and have higher incomes.

Attrition in this program could occur at various stages and some of it is actually an outcome
of interest. First, the applicants’ situation could change between the time when they applied for
the program and the time when the service was received. This was simply handled by using the
“intention to treat” estimate, so as to handle imperfect compliance as it should be orthogonal
to the version of the program that was offered to the woman. Second, the group composition
could affect the capacity of the program organizer to find a suitable schedule for all participants.
Then incapacity to participate in the program was desertion caused by the way the program
was offered, an outcome of interest that we wanted to measure. Both of these will be measured
directly through the dropout questionnaire. Third, attrition in the evaluation questionnaire could
also occur because of absenteeism from the class in which the evaluation was submitted.

And finally, we also face attrition at the time of the follow-up survey. Because of budget
constraints we used a telephone survey. We faced high attrition at this stage, surveying approx-
imately 3,800 women out of the original 9,824. We of course, suffer some selective attrition in
our final sample. On average our final sample is biased towards unmarried, not unemployed,
and middle-income women. Women who were assigned to the treatment group were not more
likely to be found in our second round interview but their characteristics were only slightly dif-
ferent from those of the control. In particular, highly educated and salaried women who had
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received the treatment were less likely to answer our second round interview. Attrition appears
to be highly balanced between the tracking and non-tracking groups. Table A-2 presents av-
erage differences in selected variables between interviewed and non-interviewed women in the
total sample and for the different treatment groups, with and without controlling for individual
differences in the participation score.

3.2 Empirical Strategy

Using the random variation from our experimental design we estimate the following equation

Yij =β0 + β1T1ij + β2T2ij + β3Sj + β4Xij + εij (1)

where Yij is the outcome of interest for an individual i in municipality j. T1 and T2 are dummy
variables indicating each treatment (homogeneous and heterogeneous), Sj are dummy variables
indicating the stratification cells (municipalities) and Xij is a vector of baseline and, potentially,
control variables. Robust standard errors are clustered at the locality level j.

The effect of the treatment compared to the control is estimated by the coefficients β1 and
β2. We present intent-to-treat estimates for all the regressions since we do not have the actual
treatment for all observations, and we know some women had to be reassigned in order to
accommodate special needs or handicaps. However, we show that our random assignment did
affect the actual treatment in the cases where it can be observed.

We also can estimate the impact of being assigned to the homogenous group, distinguishing
between the high and low attachment group, versus the heterogeneous group by estimating the
above equation, but this time restricting it to the individuals that were randomly assigned to
receive the treatment.

We can more directly study the role of group composition using the random variation gener-
ated by our experiment. First, the participants that are selected to be part of the heterogeneous
group will have a random set of peers assigned to them through the formation of the group,
conditional on the characteristics of all applicants. This allows us to directly measure the impact
of the group composition on outcomes. In particular, we can run the following regression

Yij =α0 + α1x−ij + α2X−ij + α3xij + ε ij (2)

where the indices are defined as before. In this case, the sample is restricted only to partici-
pants who were assigned to a heterogeneous group and the independent variable of interest is
the average characteristics of the group excluding that of participant i, x−ij, controlling for the
average characteristics of all selected individuals, X−ij, for a given municipality j. While we
can look at our measure of labor market attachment and the role differences in the index play
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among one’s peers, we can also measure the role of having peers who are more interested in en-
trepreneurship versus formal employment or of having peers involved in a particular industry.
So far the literature has provided very limited evidence of any sort of role for peer interactions
within this context, and our methodology allows us to evaluate it very directly. In the context of
schoolchildren, better peers have been found to increase the performance of the other children,
as documented by Duflo et al. (2011). We also include in some estimation models the variance in
the distribution, as this is also randomly generated by our empirical methodology.

We can also directly use the variation generated by our experiment to summarize the impact
of our “tracking” using the mean and the variance of the “index” for each group within a given
locality. In this case, the variation does not stem from the random selection of peers for the
heterogeneous group but rather from the fact that being assigned to the homogeneous versus
heterogeneous group directly affects the mean and the variance of the index of one’s peers,
Var(x−ij). Formally, in this case, our estimating equation, for the full sample of individuals ever
selected to participate in the program, becomes

Yij =δ0 + δ1x−ij + δ2Var(x−ij) + δ3Sj + δ4xij + νij. (3)

Lastly, we have one more way of directly measuring the impact of peer composition on the
outcomes of participants. In the homogenous groups there is a sharp discontinuity in the la-
bor market attachment index of the peers for women in the middle of the distribution, i.e. right
around the cutoff the separates the low- and high-labor participation index. Women who are
right below the median were allocated to the “low group” meaning they have peers who have
much lower indices than themselves. Any women at the median or right above the median were
allocated to the “high group” meaning they have peers with much higher indices than them-
selves. Thus, we can estimate the impact of being allocated to the “low” or “high” group using a
regression discontinuity design, with the median in each municipality as the discontinuity. The
assumption required for the validity of this strategy is that nothing else changes discontinuously
around the point of separation between the two groups, which holds true in our context. Fur-
thermore, since the value of the index that separates the group in two varies by municipality,
we can control flexibly for the value of each woman’s index. We estimate the control function
using a third order polynomial on each side of the discontinuity, although similar results were
obtained for alternative specifications.

The results of this exercise may differ from the ones presented before, since being assigned to
the “low” or “high” group changes two things simultaneously. The women have different peers
but are also in a very different relative position compared to the group. We did not inform the
teachers of which group corresponded to which characteristics, but they may have readjusted
their teaching materials and techniques in light of such different groups. This may imply that
being the best of the worse or the worst of the best does not generate large differences in the
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learning experience since, in both cases, one is far removed from the average characteristics of
the peers. This was found in the case of Duflo et al. (2011) but never before examined in the
context of adult labor market training. Comparing both sets of measures of peer effects will
thus be informative as to whether it is only the average characteristics of peers that influence the
outcome of participants or if the difference between one’s characteristics and that of one’s peers
also matters.

4 Results

4.1 First Stage

While we focus on reduced form (intent-to-treat) estimates because of limited availability of
variables determining the treatment status for the full sample, we first present indication that
the variation in our assignment did translate into a real change in the participants’ environment.
Table 3 presents a number of these exercises, all demonstrating a fairly high degree of compliance.

First, we look at whether our random assignment into the program actually impacted access
to the program. We can measure actual access using two different variables. We first code
anybody who answered our survey at the end of the class as being a participant and anybody
who did not fill out this survey as a non-participant. We find that being randomly allocated to
receive the program increases the probability of having filled out the survey or having been on the
class roster by 32%. We also ask, in our end survey, whether the woman had ever participated
in the SERNAM program, which implies that this person could have benefitted from it in the
last two years. This indicates that our randomization, in most cases, delayed the receipt of the
program but did not impede it, given that two years later, actual participation only increased
by 10%. However, in both cases, the relationship is strong and statistically significant. Class
allocation was even more closely followed, as being assigned to a homogeneous group (among
those assigned to treatment) raises the probability of being enrolled in such a group by 95%.

Second, we look at whether our random allocation actually influenced the characteristics of
the peers one had in the class. In column (4), we test whether the average characteristics of one’s
assigned peers is related to the actual characteristics of the group one has. The results suggest
that being assigned to a group where the average score is 0.1 higher than another group raises
the average score of one’s actual peers by 0.08. In column (5) we instead use only heterogeneous
groups and ask whether, conditional on the municipality’s average applicant’s characteristics, the
average score of those in that group is correlated to the average score of those who were assigned
to that group. We find that being assigned to a group with a 1 percentage point higher “labor
participation index” translates into having peers that on average have a “labor participation
index” 1.02 percentage points higher. Finally, the last column shows that the marginal individual
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who was assigned to the “high homogeneous group” instead of the “low homogeneous group”
had peers with a more than 15 percent higher predicted propensity to work.

Furthermore, we verified that in the case where localities organized more than one class
of each “type,” the segregation that occurred naturally through, for example, the scheduling
choice, did not replicate the one we generated in the experiment. Namely, we observed that for
a heterogeneous group that was broken into two different classes, those classes were still much
more heterogeneous than the homogeneous groups. The heterogeneous classes were less diverse
than the original grouping we had generated but still more diverse than the tracking classes.

4.2 Effect of Training Program

We will now focus on the reduced form effects of our randomized design. We first look
at the impact of being allocated to the treatment group. Table 4 presents the first comparison
between selected and non-selected individuals in terms of their outcomes two years later. The
first column corresponds to the estimation of the intent-to-treat of participation, the second and
third columns correspond to a model where the impact of being allocated to the tracking and
mixed group are estimated separately. In the last three columns, we present the coefficients of
a model that estimates the impact of being allocated to each level of tracking group or mixed
group.

The results overall, indicate that only “soft” measures appear to have been impacted by the
program. We find little evidence of a treatment effect on measures related to the applicants’
labor supply, the type of work they perform and their income and wage levels. We do find that
being randomly assigned to participate in the program raises the probability of reporting a better
personal situation than two years ago by 3.8 percent. Finally, it appears to make the women more
likely to claim that such programs are useful.

The results in Columns (2) and (3) differentiate this impact by the type of group the women
was randomly allocated to. They suggest that being in the mixed group increases the probability
of having improved their personal situation compared to the control. Individuals assigned to
the mixed group also appear to have a better opinion of training programs in general. The
last three columns indicate that the effect of tracking is independent of which group within the
tracking component the women are allocated to, although it appears that in the low-tracking
group participants had a better opinion of the usefulness of the programs. No other elements
appear to differ between tracking and mixed allocations.

We then turn to potential heterogeneity in the effect of the treatment in Table 5. We strat-
ified our treatment by whether the woman was the head of the household or not and by the
municipality (comuna) they were living in. Therefore we look at the interactions with whether
the beneficiary was the head of the household or not (in columns [2] and [3]) and by two char-
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acteristics of the district: its region (in columns [4], [5] and [6]) and its urbanicity (in the last 2
columns), where the latter is measured as the fraction of the population in the municipality that
lives in urban areas. Table 5 documents a number of differences in the impact of the program.
First, the self-perceived benefits of the program were much more marked among women who
were not heads of households and women in rural areas. This is somewhat surprising given
that the program was targeted to heads of households and only recently was it expanded to
include women living with a partner or husband. However, it may reflect the fact that women
who are heads of households may have already been forced to learn what is being taught in
the classes to survive while those with partners may have been able to acquire more knowledge.
Little difference is observed by region in Panel A. However, in the subsequent panels, we observe
that the aggregate results of Table 4 were hiding substantial differences by region. In particu-
lar, the region where the program was organized most efficiently and where the assignment to
treatment was observed most carefully, obtained differences that were highly significant between
those randomly assigned to the program and those who were not in terms of labor market out-
comes. In the sixth region, being randomly assigned to the program resulted in women being
more likely to work in the last month, in particular full-time, to work three more hours per week
and more than five days a week. In addition, women who were assigned to the program have a
higher probability of having only one job and higher monthly wages. The results suggest, on the
other hand, that this program had no impact on the labor market outcomes of participants in the
Santiago metropolitan region. Finally, the program appears to have increased the formality of
employment and the probability of being a salaried worker, but only in rural areas. The impact
was null in urban settings.

4.3 Effect of the Type of Training

We now restrict our sample to only individuals randomly assigned to receive the treatment
and contrast whether, among those individuals, being assigned to one group as compared to
another improves performance. In Table 6, we measure the same outcomes as in Table 4, but
this time comparing tracking and mixed treatment among individuals assigned to receive the
program. The first column allows a simple comparison between the two groups while the sub-
sequent two compare the high and low tracking groups. Finally, the last two columns allow the
impact of tracking to differ in a linear manner according to the individual’s predicted propensity
to work. The results do not suggest any strong impact of tracking versus non-tracking in this
setting. If we check for heterogeneous impacts, we find little evidence that tracking had a differ-
ential impact by region, probably because we noted very similar compliance in terms of group
formation across regions. The only significant difference is that being assigned to tracking had
a positive impact on the probability of having one job only for those living in the sixth region.
When we explore the impact by whether the participant was a head of household or not, we
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find that married/partnered women benefitted from being in a high-tracking group instead of
a mixed group, but were penalized by being in a low-tracking group, while the opposite is true
for heads of households. We find significant effects of this nature for the log monthly income,
having worked in the last year, working full-time, being happier and thinking that training pro-
grams help. Finally, we find that the tracking appears to have impacted the likelihood of being a
salaried worker as opposed to an independent worker only in rural settings. This is particularly
true for being assigned to the high tracking group in rural municipalities. On the other hand,
being assigned to the tracking group appears to have significantly improved the probability of
working full time and the number of hours worked for urban participants, but only those with
the lowest propensity to work.6

We then repeat the same exercise but this time using our first round outcomes, obtained in
the class evaluation of the participants, to explore what potential reasons could explain the lack
of a difference between tracking and non-tracking in eventual outcomes. These results are pre-
sented in Table 7. We continue finding extremely small and noisy differences in outcomes in
this setting. The only significant effect we obtain is that tracking appears to increase the labor
market knowledge for low propensity to work women. However, we do observe a pattern that
can help us understand the potentially limited impact of tracking in this setting. Two percent
fewer of the participants rated the level of the class material as being adequate in tracking versus
non-tracking, indicating, if anything, very limited changes or, in the worst case scenario, inappro-
priate readjustments to the curriculum depending on the types of students. This also appears to
be orthogonal to the student’s propensity to work or the level of the tracking assigned. Limited
impact is also documented in the participants’ perception of the instructor’s work. In qualitative
interviews with the monitors, many did recognize substantial differences between the groups,
suggesting that the lack of adjustments on the part of the monitor might have been more related
to their incapacity to adjust the material being taught than to their incapacity to recognize the
differences between the groups.

4.4 Peer Effects

Next we evaluate if our previous lack of a relationship between the tracking and non-tracking
groups is due to the lack of structure imposed on the estimation. To do so, we estimate, for
all participants, equation (3) and present the results in the first four columns of Table 8 and 9.
In this case, we estimate the impact of the average and the variance in the propensity of one’s
peers to work, thus summarizing in these two variables the impact of tracking. Because another
great source of diversity among the participants is their interest in entrepreneurship versus paid
employment, we also include the average and variance of the propensity of peers to want to
start a business in the future. Since the allocation within a locality was random, the variation

6Results are available upon request but not presented here due to space constraints.

15



generated across groups within a locality is exogenous. We can thus interpret the results of both
sets of variables as causal.

In the case of our second round outcomes, we find small but more significant evidence than
previously discussed that being with peers who are more diverse in terms of their propensity
to work increases the perceived benefits of training programs and also the probability of being
an independent worker and contributing to social security two years after the beginning of the
program. In our mid-line survey, we document that being in a group where peers have a wider
range of propensity to work does increase finding the class of an appropriate level but decreases
the overall perception of the work of the instructor (although none of the individual measures is
significant). It thus seems to indicate that the potential benefits of being in a heterogeneous (non-
tracking) group do not stem from the capacity to establish better relationships with peers or with
the instructor. Being in a group with a higher propensity to work (keeping the variance constant)
appears to decrease the perceived gained knowledge about labor markets, but also increase the
probability of working with colleagues in the future.

The way we segregated our groups may not have been as optimal as if we had used a different
type of variation. Columns (3) and (4) of Tables 8 and 9 explore this by adding the average
and variance in peers’ entrepreneurship experience as controls. In general, being paired with a
larger fraction of peers who have started their own business does not significantly increase the
benefits of participants two years after the course was started, suggesting that our division is not
artificially capturing something else that matters for the women’s outcomes.

The last four columns of Tables 8 and 9 look at estimating the same relationship but this
time, rather than using the random allocation across groups within a given locality as the source
of variation, we use the fact that the non-tracking group could differ in its attributes from the
characteristics of the participants in the locality because they are drawn randomly from the pool.
In this case, we find a larger role for being randomly paired with peers with a higher average
propensity to work: individuals in these groups were more likely to report being happy and
less likely to be self-employed. The variance in the propensity to work among peers appears to
have similar effects when driven by random draws of the non-tracking group as when we were
previously comparing tracking and non-tracking within localities. Being with a more diverse
pool of colleagues increases one’s perception of the usefulness of training programs, increases
the perception of having improved one’s probability of finding work, decreases the probability of
making friends and appears to complicate the perceived quality of the instructor. Having peers
who are more entrepreneurial again seems to have limited impacts in this setting. Having a more
diverse group in terms of entrepreneurial interests makes the women less likely in the short run
to perceive that the program had any personal benefit, but increases the perception of having
friends among their colleagues and the probability of working with colleagues in the future. A
more diverse setting in this sense makes women more likely to work on Sundays (even more
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than one) and has a positive impact on monthly wages. As the effect of having more and more
diverse colleagues in terms of entrepreneurial interests is negatively related (the coefficient is
not statistically significant) with the probability of being an independent worker, this last result
could not be driven by individuals who, after observing colleagues with independent work or
interests, decide to follow this path.

Thus, our overall results suggest that “tracking” in this program, at least along the dimension
of propensity to work, will not improve participants’ outcomes. In particular, there is some
evidence that more diverse peers improve the benefits the participants receive.

We finally turn to our last measure of peer effects using the discontinuity in the assignment
of the individuals located close to the median of the tracking group. These are presented in
Table 10 and 11. In the first column, we report the impact of being just above the 50th percentile,
which translates into a much higher probability of being assigned to the “high score” tracking
group. We find no significant effect except that individuals just above the 50th percentile were
more likely to find that they had more labor market experience than their peers and less likely
to have gained labor market knowledge than those just below. The next two columns report the
interaction of being at the discontinuity with the value of the propensity to work index at that
point. That is, it compares being placed in the high index group in localities where the median
had low propensity to work to those where the median had a higher propensity to work. We do
this since our results so far have found some evidence that diversity may be beneficial and thus
the impact on the median participant will differ depending on how diverse the top group will
be compared to the bottom. The results suggest interesting differences depending on the cut-off
point. Being assigned to the high index group increases one’s perception that these programs
help, the likelihood of contributing to social security and the log monthly wage but only in
municipalities where the median propensity to work is low. In localities where the participants
were already very likely to be part of the labor force, there was no benefit of being assigned to the
high versus the low group. This suggests that only participants who were very different than the
“high” group benefited from being marginally assigned to be part of it. However, participants do
not appear to have realized these potential benefits initially. In Table 11, we show that the impact
of being marginally assigned to the high index group appears to be negative for the localities
where the median is at a very low level, but growing with this value. Thus, it seems that the
evaluation and the perception the participants formed after they first finish the class may not yet
be influenced by the actual impact the training program in a more diverse was going to have on
their labor market outcomes.
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5 Conclusions

This paper uses a field experiment methodology previously employed in the context of
schoolchildren to test whether focalization could improve the impact of labor market training
programs. We find that while this labor market training improves “soft outcomes,” on average it
does little to improve labor supply, job quality and wages. However, it seems to have been more
efficient in improving these variables for married/partnered women, for rural inhabitants and
for participants from the region where the program was best implemented.

Moreover, it finds little benefit of participants’ “tracking” in this context. Overall, this paper
suggests that being paired with more different peers may generate benefits to program partic-
ipants and this extends not only to high- or low-propensity to work women. This maybe an
indication that individuals can learn from each other in a context like adult education and, be-
cause of that, diversity may be useful. Our paper may thus suggest that peer interactions and
“role models” could improve the performance of such programs, something that we hope to
explore in future research.

We only find some effect of tracking when analyzing the case of non-heads of households.
This is surprising given that the scope for targeting the learning experience to participants’ char-
acteristics would appear to be even larger than in the case of schoolchildren. However, it appears
that there was little effort devoted to adjusting the content of the class to the specific composi-
tion of the groups. This may be indicative that it is quite important to separate the response of
teachers/monitors and the direct interaction effects between peers when evaluating “tracking” in
other contexts. It also suggests that, compared to school teachers, adult education monitors may
not have as many incentives for targeting the material nor as many feedback measures such as
exams to inform them that such a shift is required. This is an interesting potential way in which
adult training programs could thus be improved.

Finally, this methodology has the potential to be used in a number of other contexts where
an institution providing a particular program would like to evaluate the usefulness of targeting
while maintaining coverage of all the initial beneficiaries.
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